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Abstract. Pressure dipoles in global climate data capture recurring and persistent, large-scale
patterns of pressure and circulation anomalies that span distant geographical areas (teleconnections). In this paper, we present a novel graph based approach called shared reciprocal nearest
neighbors that considers only reciprocal positive and negative edges in the shared nearest neighbor
graph to find dipoles in pressure data. To show the utility of finding dipoles using our approach, we
show that the data driven dynamic climate indices generated from our algorithm always perform
better than static indices formed from the fixed locations used by climate scientists in terms of
capturing impact on land temperature and precipitation. Another salient point of this approach
is that it can generate a single snapshot picture of all the dipole interconnections on the globe in
a given dataset making it possible to differentiate between various climate model simulations via
data driven dipole analysis. Given the importance of teleconnections in climate and the importance of model simulations in understanding the impact of climate change, this methodology has
the potential to provide significant insights.

1. Introduction
The Earth is known to exhibit continued changes in atmospheric and ocean circulation by which
thermal energy is distributed on the surface of the Earth and which brings about changes in weather
and climate on the globe. Teleconnections are recurring long distance patterns of climate anomalies
related to each other at large distances. Such teleconnections have proven to be important for
understanding and explaining climate variability in many regions. Typically, these teleconnections
are represented by time series known as climate indices [3], which are often used in studies of
the impact of climate phenomena on temperature, precipitation, and other climate variables. For
instance, the El Niño-Southern Oscillation (ENSO) index captures sea surface temperature (SST)
variability in several locations at once; the Pacific-North American teleconnection pattern relates
to the El Niño phenomenon, which in turn enables prediction of rainfall, snowfall, droughts, or
temperature patterns with a few weeks to a few months lead time in North America. One important
class of climate indices are pressure dipoles, which are characterized by pressure anomalies of opposite
polarity appearing at two different locations at the same time.
Scientists have known of the existence of such dipoles for about a century [26, 16]. Two of the
best known pressure dipoles are the North Atlantic Oscillation (NAO) and the Southern Oscillation
(SO). NAO, which is traditionally described by the difference in anomalies in sea level pressure (SLP)
between Akyureyri in Iceland and Ponta Delgada in the Azores, captures the large-scale atmospheric
fluctuations between Greenland and Northern Europe. It was first observed in 1770-1778 [23] and
was labeled NAO in 1924 [27]. The Southern Oscillation Index (SOI) is measured as the difference in
SLP anomalies at Tahiti and Darwin, Australia and captures fluctuations in SLP around the tropical
Indo-Pacific region that correspond to the El Niño Southern Oscillation (ENSO) phenomenon [24].
These dipoles are defined by static locations but the underlying phenomenon is dynamic. Many of
the dipoles (e.g., SO, NAO) have been discovered by examining the local data at specific locations.
Such manual discovery can miss many dipoles. Ever since the satellite data became widely available
in the early 1970s, pattern analysis such as EOF analysis has been used to identify individual dipoles
and the climate indices over a limited region, such as Arctic Oscillation (AO) index [25]. However,
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there are several limitations associated with EOF and other types of eigenvector analysis; namely, it
only finds a few of the strongest signals and physical interpretation of such signals can be difficult.
In this paper, we present a novel graph based approach to discover dipoles using a Shared Reciprocal Nearest Neighbor(SRNN) algorithm. Our approach allows us to detect all dipoles represented
in an individual global dataset within the selected time frame and to determine their individual
strengths. It makes it possible to discover new dipoles that may not have been seen. It enables
tracking the movements of these dipoles and studying their interactions in a much more systematic
way. Another important application of global dipole analysis is in the understanding of the skill
of various General Circulation Models (GCMs) used for climate prediction. Various GCM models
exhibit variability in their predictions of various climate variables, as they use different representations of physical interactions in the climate system. Hence they often diverge in their predictions
and sometimes even offer contradicting projections of changes in various regions in response to different greenhouse gas emission scenarios. Our current approach provides a comprehensive view of
the dipoles on Earth and, hence, a power to test various models in terms of their ability to capture
dipoles. Despite the prevalence and importance of teleconnections in climate science and climate
related impacts, an adequate study quantifying the teleconnections in the climate models is still
lacking. Similarities or differences in dynamic dipole structure can offer valuable insights to climate
scientists on model performance, which further aids in assessing reliability of climate prediction
simulations.
1.1. Related Work and Motivation. Steinbach et al. [18, 19, 20] showed the utility of using
Shared Nearest Neighbor(SNN) algorithm to find known climate indices. At first, a climate graph
was constructed in which each node represents a region of the Earth and an edge between a pair of
nodes represents pairwise correlation between the anomaly time series of the corresponding regions.
The clusters were found in the climate graph using SNN and some of the centroid of the clusters
corresponded to known climate indices. Further some pairs of discovered clusters also showed high
correlation with many SLP based climate indices defined as dipoles. Other researchers, including
Tsonis et al. [22], Donges et al. [6] and Steinhaeuser et al. [21], studied the behavior of climate
graphs as complex networks and showed correspondence between features in climate graph and
major teleconnection patterns such as NAO.
Kawale et al. [12] formally defined the notion of a dipole in the context of a climate graph
and presented a dipole detection algorithm that focused on the negative correlations in contrast to
the previous approaches that either used positive[18] or absolute value correlations[22, 6, 21]. The
approach also showed better correlation with the static indices and area-weighted impact on the
land anomalies as compared to [18, 19, 20]. Kawale et al. noted that many more positive edges
than negative edges exist in the climate graphs and most of these positive edges are uninteresting,
as they are between nearby regions and thus primarily due to spatial autocorrelation. In contrast,
every significant negative correlation represents a potentially interesting teleconnection. Negatively
weighted, or simply negative, edges in the climate network can be crucial for finding dipoles, as
the dipole regions, by definition, have opposite polarity anomalies. The approach was based upon
picking up the most negative edge in the complete graph and building regions around it so that the
two regions are negatively connected across each other but within them they are positively connected
to each other. The approach then iteratively removed the edges of the dipole found from the climate
network to find dipoles in the data.
There are several shortcomings with the iterative algorithm in [12]. First, it is computationally
expensive, as it works in edge space. Figure 1 shows the distribution of negative edges in the
NCEP/NCAR reanalysis data. At a 2.5 degree resolution, there are about 10000 nodes and 55
million edges. Out of them, there are about 1 million edges with edge weights below -0.4. 1 If we
consider a higher threshold, there will be fewer negative edges but we may miss many dipoles. Some
1
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Figure 1. Degree plot of the Negative edges around the globe.
dipoles are inherently weaker in nature as compared to the others. For example, the SOI dipole
is much weaker than the AO dipole and most of the negative edges spanning SOI regions have
correlation much weaker than the -0.4 threshold used to limit the number of edges2 Our proposed
approach as does simultaneous clustering of nodes instead of iteratively removing edges and that
significantly brings down the amount of computation. Second, the number of candidate dipoles
generated by the algorithm in [12] is enormous, as we only remove the edges from the climate
network that have already been included in dipoles discovered in previous iterations. This results
in many surrogate dipoles for a single dipole. Third, the algorithm uses various parameters. There
were four parameters in the algorithm. Our current approach has only a single parameter K.
1.2. Our Contribution. The main contributions of our paper are as follows:
(1) We present a novel graph based approach to find dipoles in any spatio-temporal data that
overcomes the shortcomings of the previous approaches [18, 12].
(2) Our approach allows us to have a single snapshot of all the dipoles on the globe. This was
not possible using the previous best approach[12]. The new approach enables us to discover
new dipoles and comprehensively study the behavior, interaction, and movement of various
dipoles in a more precise manner.
(3) We show an application of dipole analysis to understand the differences between GCMs
which are used for climate change prediction.
2. Background and Data Preliminaries
2.1. Dataset. We use sea level pressure (SLP) data from the NCEP/NCAR Reanalysis project
as well as from the output of the GCMs. SLP is used to find the dipoles because most of the
important climate indices are based upon pressure variability. The NCEP/NCAR reanalysis project
is a gridded dataset of 2.5 degree resolution for all locations on the Earth created using a mix of
observations and interpolations to have data for all the grid points on the Earth. The data spans
1948—present and there are 10512 grid points in the 2.5 degree resolution data. We use monthly
mean values for the 60 years of data (corresponding to 720 monthly values). The NCEP/NCAR
reanalysis is provided by the NOAA/OAR/ESRL PSD, Boulder, Colorado, USA [11], available for
public download at [4].
We use simulation output data from six of the more than 20 general circulation models (GCMs)
from the Fourth Assessment Report (AR4) of the IPCC [15]. These models produce large-scale,
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parameter - the degree of smoothing to be used. In contrast, our proposed approach is able to find all the dipoles
using the raw data without any smoothing.
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mainly physics-based simulations of the coupled atmosphere/ocean system for understanding the
climate and projecting climate changes. Complex climate model simulations are run by about
20 laboratories across the world to make predictions of anticipated future changes in climate and
to inform the Intergovernmental Panel on Climate Change (IPCC) [15]. Compared to weather
forecast models, which are used for forecasts up to 10 days, these GCMs are designed to make stable
projections over many decades or even centuries. GCMs might therefore not capture individual
weather events and dynamic oscillations, but only very large-scale patterns and the overall state of
the global climate. GCMs predict a global temperature increase over the next century in response to
increased greenhouse gas concentration in the atmosphere [15]. In order to evaluate the overall model
skill, simulations start in a known period of the past and model results can be compared to readily
available observations for this period. This process is known as hindcast. As the model simulations
continue into periods beyond present time, where no observations are available yet, the results are
known as forecast. A list of the six GCM models used in our study is as follows - CCCMA CGCM 3.1
(Canadian Centre for Climate Modelling and Analysis) , GISS Model E-H (NASA Goddard Institute
for Space Studies), CSIRO 3.0 (Commonwealth Scientific and Industrial Research Organisation) ,
GFDL 2.1 (Geophysical Fluid Dynamics Laboratory), BCCR BCM2.0 (Bjerknes Centre for Climate
Research) and UKMO HadCM3 (Hadley Centre for Climate Prediction and Research).
2.2. Seasonality Removal. Most of the data in Earth Science is associated with a strong seasonality due to the Earth’s revolution. The seasonality forms the strongest signal and it masks out
other signals in the data. In order to take care of the seasonality, we construct anomaly time series
from the raw data by removing the monthly mean values of the data. This is done as follows:
µm =

end
X
1
xy (m), ∀m∈{1..12}
end − start + 1 y=start

xy (m) = xy (m) − µm , ∀y∈{1948..2009}
In this equation, start and end represent the start and end years to consider for the mean and define
the base for computing the mean for subtraction (in our case 1948 and 2009). µm is the mean of the
month m and xy (m) represents the value of pressure for the month m and year y. Once we remove
the monthly means, the resulting values are the anomaly time series for that location.
2.3. Network Construction . Once we get the anomaly series from the raw pressure data, we
construct a complete graph out of the data using the approach used earlier by [22, 6, 21, 18, 12] by
taking the pairwise correlation between the anomaly time series of all pairs of location on the Earth.
The nodes in the graph represent locations on the Earth and the edges represent the correlation
between the anomaly timeseries of the two locations on the Earth.
2.4. Notation. We represent the undirected weighted graph as G = (V, E), where V = {V1 , V2 , ..., VN }
represent the N (= |V |) vertices in the graph and E is a N X N matrix in which cell Ei,j ,
1 ≤ i, j ≤ N , indicates the edge weight between vertices Vi and Vj . For every vertex Vi the set
Si = {Vi1 , Vi2 , ...., ViN −1 }, where i1 , i2 , ...., iN −1 is a permutation of the set {1, 2, ..., N } \ i, such that,
Ei,i1 ≥ Ei,i2 ≥ ... ≥ Ei,iN −1 . Let KN Ni+ = {Vi1 , Vi2 , ...., ViK } and KN Ni− = {ViN −K , ViN −K+1 , ...., ViN −1 }.
The edges from Vi to nodes in KN Ni are referred to as extremal edges.
3. Our Approach
Dipoles are defined as a pair of regions such that locations within each region are highly positively
correlated with each other and locations across these regions are negatively correlated to each other.
To find dipoles we use a clustering approach that groups together locations on the globe that
are similar in terms of i) the locations to which they are most strongly negatively correlated and
ii) locations to which they are positively correlated. This first requirement is motivated by the
centrality of negative correlation in the definition of dipole, while the second helps to produce
spatially contiguous clusters since nearby locations tend to have positive correlations. These clusters
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can serve as the ends of dipoles and the set of all possible pairs are further evaluated to yield
candidate dipoles. Since regions involving dipoles can be of different size, shapes and strength, we
use a clustering scheme based on the shared nearest neighbor concept that is particularly effective in
addressing such requirements. In this section, we define our approach based upon shared reciprocal
neighbors to find the dipoles in climate data.
We model the climate data as an undirected weighted graph GC = (V C , E C ), where V C is the
set of nodes representing grid locations on the Earth and E C is the set of undirected edges between
these locations. The edge weight represents the correlation between the anomaly time series of
the locations, such that, positive edge weight between two locations indicate that they experience
a similar climatic phenomenon and negative edge weight indicates that they exhibit an opposite
climatic phenomenon. Our algorithm to compute dipoles consists of four major steps, mentioned as
follows:
• Step 1: Construction of reciprocal graph GR from the climate data graph GC . This involves
forming the list of k nearest positive and negative neighbors of each object using the original
similarity measure, where k is a parameter chosen by the user and considering only the edges
that are reciprocal, i.e. which lie on each other’s nearest neighbor list.
• Step 2: Construction of Shared nearest neighbor graph (GSN N− and GSN N+ ). This is done
by redefining the similarity of each pair of objects in terms of the number of their common
(shared) nearest reciprocal neighbors.
• Step 3: Merging of GSN N− and GSN N+ to construct GSRN N graph.
• Step 4: Finding dipoles using density based clustering on GSRN N .
The further details of the algorithm are mentioned as follows.
3.1. STEP 1: Construction of Reciprocal Graph. We begin by considering the original graph
GC = (V C , E C ) as described in Section 2.3. We construct the reciprocal graph GR = (V C , E R ),
where E R ⊆ E C as follows:

+
+
 1 if ViC ∈ KN Nj ∧ VjC ∈ KN Ni
−
R
C
C
(1)
Ei,j =
−1 if Vi ∈ KN Nj ∧ Vj ∈ KN Ni−

0 otherwise
The main idea behind reciprocal is to pick the K highest positively and negatively correlated locations
(extremal set) corresponding to a given location and then consider an edge between two locations
if they appear in each other’s extremal set. From the definition of dipoles, we know that any two
regions that actually form dipoles would be in each other’s negative extremal set and the nodes
within a region would be in their positive extremal set. The benefits of computing the reciprocal
graph is manifold: Firstly, it reduces the size of the original graph drastically (asymptotic upper
bound of reduction is θ(N/K) but in practice it is much more); Secondly, it filters noise (such as
anomalous locations or regions, weakly correlated locations).
Corollary 3.1. The graph GR achieves θ(N/K) reduction in the number of edges over GC . This
is easy to see. Since every node in GR has at most 2 ∗ K neighbors, the number of edges in GR are
θ(N ∗ K). The number of edges in GC are θ(N ∗ N ).
Note that building the reciprocal graph is essential to eliminate spurious inter-connections between
the locations. The concept of reciprocity holds more importance in negative correlations than in
positive correlations as in spatial data, due to autocorrelation, nearby objects are very similar and
hence reciprocity exists by nature in positive correlations. But for negative correlations, reciprocity
is much more meaningful and helps in weeding out spurious negative correlations. Consider the
location Tahiti which is a part of the SO dipole. The KN N − and the reciprocal edges coming out
from Tahiti are shown in the figure 2. From the figure, we see that Tahiti has many edges going to
the North pole in the KN N − , however only the ones going to Darwin in Australia survive in the
reciprocal graph.
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Figure 2. All KN N − and only reciprocal edges from Tahiti using K=50
3.2. STEP 2: Construction of Shared Nearest Neighbor graph (GSN N− and GSN N+ ).
The reciprocal graph GR retains the edges which are mutually extreme (highly positive or negative)
between all the location pairs. GR essentially captures the dipole regions and their inter-connections
yet the extraction of these regions require us to cluster graph nodes into set of regions. Additionally,
clustering helps us in identifying spurious regions that result due to a small number of spurious
extremal edges (making GR robust to any choice of K << N ). We propose a variant of SN N
algorithm [18] for clustering the reciprocal graph. The main idea of SN N algorithm is to form
groups based on how many shared neighbors two nodes have in the graph. It is important to note
that the SN N algorithm alone could not extract the most precise dipoles, as suggested by prior
work [12]. This motivates us to propose the following variant of SN N algorithm. We construct
two graphs GSN N+ = (V C , E SN N+ ) and GSN N− = (V C , E SN N− ) by running SN N algorithm on
positive and negative edges of GR , respectively. More formally, the edge weights of the two graphs
are estimated as follows:
(2)
(3)

SN N+

Ei,j

SN N−

Ei,j

R
R
= |{k : VkC ∈ V C ∧ Ei,k
= 1} ∩ {k 0 : VkC0 ∈ V C ∧ Ei,k
0 = 1}|

R
R
= |{k : VkC ∈ V C ∧ Ei,k
= −1} ∩ {k 0 : VkC0 ∈ V C ∧ Ei,k
0 = −1}|

Equations 2 and 3 estimate the number of shared neighbors two nodes have and considers the
number of shared neighbors as the edge weight. The motivation behind two separate graph is that
since a node can have two types of neighbors in GR ; those with +1 edge weights and others with −1
edge weight. As a result, these neighbors need to be counted separately. It is crucial to treat the
two types of edges separately because otherwise a single application of SN N algorithm would allow
locations that are close to one of the dipole regions to have significant edge weight even when they do
not participate in the dipole phenomenon. The next step in which we combine the above two graphs
makes it clear why a single application of SN N would not yield qualitatively and quantitatively good
dipoles. In equation 2 and 3, we simply count the number of shared neighbors between all location
pairs. Instead, we can also compute a weighted sum, where the weights take into account the ranks
of the shared nearest neighbors from the two lists (see [10]). This idea allows us to compute the
edge weight as a weighted sum of the reciprocal links shared between the nearest neighbor list of the
two nodes. The weight is computed by taking the mean of the ranked order of the reciprocal links
in the two neighbor lists. The weighted version performs slightly better than the counting version
and we use it throughout to present our results.
Overall, nodes with high edge weights in GSN N+ indicate two things. Firstly, the two locations,
corresponding to the nodes, share positive correlation in their climate and this correlation is high
for both the nodes (guaranteed by GR ). Secondly, these nodes are part of a cluster where this
positive climate phenomenon is maximal (counting of positive neighbors, equation 2). In practice,
this cluster corresponds to spatially co-located places on Earth. Similarly, GSN N− gives us a sense
of which negative regions these nodes associate with. It is possible for two nodes to have high edge
weight in one graph and yet a low or 0 edge weight in other graph; forming the basis of the next
step of our algorithm.
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Figure 3. Dipoles discovered using our algorithm for K = 25, 100 (density plot of
sum edge weight of nodes in GSRN N ). The red regions represent the regions of high
density and the blue regions represent regions of low density.
3.3. STEP 3: Merging of GSN N− and GSN N+ to construct GSRN N graph. The two graphs
GSN N+ and GSN N− form graph components or cliques with high inter clustering coefficient than
intra clustering coefficient. It is possible for two nodes to have high edge weight in one graph yet a
very low edge weight in other. To illustrate this consider two geographically close points; one inside
one end of a dipole (say x) and other outside it (say y). Indeed, x and y would share high positive
correlation on climate variables (such as air pressure, temperature) due to spatial autocorrelation.
SN N
As a result it is possible for the two nodes to have moderate to high Ex,y + . On the other hand,
the point y would not have very high negative correlation with the other end of the dipole region
corresponding to x, as it is not a part of the dipole. It is also possible that two regions have a
SN N
SN N
high edge weight Ex,y − and a low edge weight Ex,y + which indicates that the two locations are
spatially distant and cannot be a part of the same end of the dipole. Hence a single application of
SN N in step 2 does not yield good results (because then both point x and y are claimed to be part
of the dipole region). The example presented above presents an intuitive justification of our merging
criteria: multiply the edge weight of GSN N− and GSN N+ to form GSRN N = (V C , E SRN N ). More
formally,
(4)

SN N−

SRN N
Ei,j
= Ei,j

SN N+

∗ Ei,j

Note that the only parameter that our algorithm uses is K (defined in Section 3.1) to compute the
extremal edges. A large choice of K would result in a lot of spurious connections, where a small
choice of K would surface only the most significant regions within the dipoles. The merging criteria
chosen above makes the dipole discovery less sensitive to the choice of K (and robust for moderate
values of K). The robustness can be seen in Figure 3 which shows that with increasing the value of
K only increases the size of dipole regions and yet it does not surface any spurious region claiming
it to be dipole. Steps 1, 2 and 3 of the algorithm are illustrated by the example presented in figure
4.
3.4. STEP 4: Finding dipoles using density based clustering on GSRN N . Figure 3 shows
the density plot of locations, where density for a location is defined as the weighted degree (sum of
edge weights) of that location. From the visual inspection of figure 3, it is clear that the spatially
contiguous red regions form a single dipole region. These regions can be extracted using a spatial
clustering algorithm over the latitude, longitude and the intensity of the locations. We propose
a method which is motivated from the Denclue algorithm [9], which finds clusters in data based
upon local density attractors. Specifically, we use latitude and longitude to determine the local
attractor (point with the highest density) in the neighborhood of locations. The algorithm proceeds
by attaching every node in the graph to its local attractor by moving in the direction of increase in
density. In the next step, we hierarchically merge attractors that are very close and have a positive
7

Figure 4. Illustration of Steps 1,2 and 3: Blue edges are reciprocal negative and
red edges are reciprocal positive. First box on the left shows the original reciprocal
graph. Second box shows GSN N− . Note that edges A, B and C get connected as
they share negative neighbors P, Q & R. Also the node X gets connected to A, B
and C since X shares P and Q with them. Third box has GSN N+ and all the nearby
nodes get connected. Fourth box shows GSRN N with overall similarity defined as
the product of the two. This helps in separating node X from nodes A, B & C.

correlation in order to remove extraneous attractors. The details of the algorithm are presented in
Algorithm 1.
The locations that remain in A form the cluster centers and they become the attractor of all
the points in their neighborhood (as assigned in LA in algorithm 1). The points that are attracted
to a given cluster center are part of the same cluster. Next we compute the correlation of every
cluster pair to find the dipoles from the clusters. After this we label all the cluster pairs having a
sufficient negative correlation as a dipole, where by sufficient we mean a user provided correlation
threshold. However, the threshold does not matter as there are far fewer cluster pairs generated and
we can label all the cluster pairs having a correlation < 0 as dipoles. The significance of these cluster
pairs can later on be ranked on the basis of their strength or impact on land temperature/pressure
anomalies as we see later in the Section. 4.1.

Algorithm 1: Local attractor based clustering.
Let, DSi,j be geographical distance between locations i and j.
Let, CORRi,j be anomaly correlation between locations i and j.
P
SRN N
Let, Di = N
, ∀i ∈ {1, 2, ..., N } (location density).
j=1 Ei,j
Let, A = {1, 2, ..., N } (local attractor set - initially set to all locations on Earth).
Let LAi = i (local attractor of all nodes are set to themselves initially).
repeat
for i ∈ A do
j = arg mink (DSi,k : k ∈ A ∧ k 6= i)
if DSi,j < Distance-Thresh AND CORRi,j > Correlation-Thresh then
if Di ≥ Dj then
A = A \ j {Eliminate j from attractor set as i is the attractor of j}
LAz = i, ∀z ∈ {1, 2, ..., N } ∧ LAz = j
else
A = A \ i {Eliminate i from attractor set as j is the attractor of i}
LAz = j, ∀z ∈ {1, 2, ..., N } ∧ LAz = i
end if
end if
end for
until convergence {If A doesn’t change in two successive iterations, then algorithm converges}
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Figure 5. Dipoles in SLP NCEP data from 1948-1967. The color background
shows the SRNN density identifying the regions of high activity. The edges represent
the dipole connection between two regions.
3.5. Algorithm Features. The proposed algorithm runs in O(N 2 ) space and time. Moreover, our
approach can be implemented quite efficiently. The previously known approach [12] takes more than 1
day to run and the proposed approach runs in less than 20 minutes for the NCEP/NCAR Reanalysis
SLP dataset at a 2.5◦ resolution. It further improves over the previous approaches by eliminating
spurious dipoles and filtering of noise automatically. Additionally, it has only one parameter K (and
not sensitive to its choice as well) in contrast to the previous algorithm, which had four parameters.
Additional advantages of this approach over the previous ones are that it can find weak dipoles and
it produces a much more reasonable number of candidate dipoles as shown further in Section. 4.1.
4. Experimental Evaluation
The goal of our experimental evaluation is three-fold. First, we want to show that the dipoles
generated by our approach are similar in terms of their power as compared to the ones found in
[12]. Next, we discuss the utility of a global snapshot view of the dipoles. Finally, we show how the
technique can be used to study the behavior of various GCMs and understand their predictability
for various climate change scenarios.
4.1. Evaluation of Dipoles. We construct networks from the NCEP/NCAR data using anomaly
time series for a period of 20 years with a sliding window of 5 years so as to study the gradual change
in the climate networks. Thus, for the 60 years of NCEP/NCAR data we had 9 networks spanning
20 years each. We ran the dipole detection algorithm for each of the 9 periods. Fig 5 shows the
dipole interconnections in the first 20 year periods from 1948-1967.
In order to compute the “goodness” of the dipole clusters generated, we use three measures defined
in [12]:
(1) Dipole correlation with known climate indices: Strong correlation indicates that the generated dipoles are good representatives of the known climate indices. The known climate
indices are provided by the Climate Prediction Centre’s (CPC) [1] website.
(2) Dipole strength: It is defined as the mean negative correlation of all the edges in the two
ends of the dipole. A dipole is stronger if the correlation is more negative.
(3) Dipoles’ impact on land : This allows us to finally test the utility of dipoles generated by our
approach as compared to the static ones used by climate scientists. The impact is computed
by taking the aggregate area weighted correlation of the climate index with the temperature
anomalies.
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Table 1. Correlation of our dynamic indices with known climate indices (K = 25)
Start year
1948
1953
1958
1963
1968
1973
1978
1983
1988

SOI
0.9035
0.7038
0.8998
0.8895
0.9279
0.9267
0.9452
0.9400
0.9437

NAO
0.7764
0.7689
0.7716
0.7246
0.7500
0.7590
0.7403
0.6625
0.7185

SRNN
AO
0.8121
0.8177
0.8065
0.7848
0.7859
0.8400
0.7654
0.8215
0.8121

WP
0.7290
0.7287
0.7323
0.7341
0.7581
0.7319
0.7361
0.7274
0.7042

AAO1
0.9193
0.9277

Table 2. Strength of the dipoles (K = 25)
Start year
1948
1953
1958
1963
1968
1973
1978
1983
1988

SOI
-0.2184
-0.1663
-0.2924
-0.3275
-0.3510
-0.3890
-0.3243
-0.3582
-0.2621

NAO
-0.4087
-0.3804
-0.4308
-0.1731
-0.1726
-0.4458
-0.3014
-0.2173
-0.3324

SRNN
AO
-0.4951
-0.4395
-0.4746
-0.4189
-0.4286
-0.4576
-0.5256
-0.5667
-0.5253

WP
-0.3413
-0.2814
-0.3883
-0.3974
-0.3547
-0.3293
-0.3253
-0.2557
-0.3606

AAO1
-0.3578
-0.3530

To test whether the right dipoles are being found using our methodology, we compute the correlation of the dipoles with the static indices known by climate scientists from the CPC website[1].
Table 1 shows the correlation between the static and dynamic climate indices using K = 25 nearest
neighbors. These results are comparable to [12]. An important point to note is that even though
the AO and AAO static indices are defined by climate scientists by taking a huge region(70 degree
latitude each) doing a PCA kind of analysis, we are still able to find a region based definition for
these dipoles with a correlation > 0.85. Table 2 shows the strength of different dipoles during different network periods. The AO dipole is the strongest dipole in all the network periods. The SOI
dipole has a weaker strength than the NAO/AO dipoles. Note that the numbers in [12] were lower as
smoothing was used in the data. The real utiliy of data driven dipoles lies in the fact that they are
able to capture land temperature and precipitation anomalies related to these dipoles better than
the static indices used by climate scientists. In order to show the utility of our dipoles we take an
area weighted correlation of land temperature with the static and dynamic indices. Only locations
having correlation > 0.2 are considered to compute the area weighted impact and the aggregate
impact is divided by the total land area to generate a single number. We also varied the threshold
by 0, 0.1, 0.3, 0.4, etc and saw a similar difference in between the static and dynamic indices. Figure
6 shows the aggregate area weighted correlation of land temperature anomalies using the static and
dynamic NAO dipoles. The area weighted correlation of land temperature is much higher using a
dynamic index as compared to the static index even while using different values of K. Fig 7 shows
the correlation of land temperature anomalies using the static and dynamic NAO index. From the
figure, we see that both static and dynamic NAO have a similar pattern but the dynamic index
shows a much stronger correlation with land temperature anomalies. To validate that the land
1

The AAO climate index data at the Climate Prediction Center is available only from 1979.
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Figure 6. Area weighted impact on land temperature using static and dynamic
NAO. The boxplot shows the spread of impact on land temperature using 100
random locations.

Figure 7. Correlation of land temperature anomalies using static and dynamic
NAO.
impact generated by our identified dipoles is not spurious, we perform a randomization test. We
randomly select 100 positively correlated time series from locations on Earth that are most likely
not a part of any dipole. We compute their impact on land temperature anomalies. The boxplot in
Figure 6 shows the spread of the impact using the 100 random locations and the blue line in the box
shows the mean of the impact using these locations. Note that static and dynamic indices have a
much stronger impact as compared to the random baseline. The dynamic index always generates a
stronger impact than the static one for different numbers of nearest neighbors K. We also get similar
results for the SOI dipole as reported in [12] and again the correlations are higher for dynamic indices
than for static ones. We are also able to show a better impact on precipitation anomalies using CRU
observational data[2] but do not report the numbers due to space constraints. The biggest advantage
of our current approach as compared to [12] is that it allows us to have a comprehensive view of the
dipoles and their interactions. Figure 5 illustrates the dipole connections in the first network, which
represents the period 1948 to 1967. The figure is generated by connecting the local attractors of all
11

Figure 8. NAO/AO interactions in the three periods, 1948-1967, 1968-1987, and
1988-2007.

Figure 9. GFDL and BCM Hindcast
the cluster pairs labeled as dipoles. The figure shows that the NCEP/NCAR data reproduces the
known climate patterns and indices during the first 20-year time range: the Northern Hemisphere
pattern from west to east, the Pacific/North-America Pattern (PNA; which is actually a tripole) in
the top left corner, the NAO and AO in the central top, and the West Pacific oscillation (WP) on
the top right. In the Southern Hemisphere and equatorial region, there are SOI connecting the west
Pacific warm pool and eastern Pacific with a line from the central right eastward to the right end
of the plot and showing up again in the far left to connect to the eastern Pacific, the South Pacific
Convergence Zone to the East of Australia crossing the map to the right and showing up on the left
end in the southern Pacific, the South Atlantic Convergence Zone connecting South America and
the south Atlantic, a dipole over Africa that relates local rainfall anomalies to ENSO [8], and the
Indian Ocean Dipole (IOD) in the southern Indian Ocean. The four peaks over the Southern Ocean
are due to high and low pressure systems related to the Antarctic Circumpolar Current.
Our approach’s ability to detect and visualize all the dipoles on the globe as in Figure 5 empowers
our understanding of climate data in many ways. For example, Figure 8 illustrates dynamic changes
in the interactions of the NAO/AO dipoles in the NCEP data when compared for different time
periods, 1948-1967, 1968-1987, and 1988-2007.
Moreover, using a technique like this one, we can explore the data from the various model simulations, and quantify the goodness of the models using the simulations as we see further in the next
subsection 4.2.
4.2. Understanding IPCC AR4 Models. Our SRNN based dipole detection algorithm allows us
the ability to compare the performance of the different models by looking at their dipole networks.
We detected dipoles in the data from various IPCC climate models using both backward (hindcast)
and forward model predictions (forecast or projections). The hindcast and projections data generally
cover the period of 1850—2000 and 2000—2100, respectively. We used the hindcast 1948—2000 data
to have an overlap with the NCEP data. For model projections, the data for various climate change
scenarios is available. We used the IPCC scenario A1B that incorporates IPCC’s moderate case
assumption for increase in greenhouse gases and thus predicts the moderate amount of warming
amongst all scenarios. For the hindcast data, we constructed seven networks for the first seven
20-year periods investigated in the NCEP/NCAR reanalysis. For the 100 years of projection data,
we constructed five networks of 20 years without overlap.
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Figure 10. GFDL and BCM Forecast
Table 3. Strength of the NAO dipole in the 20 year networks in Hindcast data
Network
1
2
3
4
5
6
7

Start year
1948
1953
1958
1963
1968
1973
1978

CCCMA
-0.484
-0.4962
-0.5187
-0.5304
-0.5191
-0.4887
-0.4456

GISS
-0.4676
-0.4667
-0.4193
-0.4244
-0.4263
-0.4135
-0.447

CSIRO
-0.4744
-0.4605
-0.4441
-0.3962
-0.4056
-0.2551
-0.2621

GFDL
-0.4251
-0.4274
-0.4472
-0.294
-0.4263
-0.4524
-0.5301

BCM2.0
-0.55
-0.5719
-0.5465
-0.5642
-0.5296
-0.4697
-0.5193

HadCM3
-0.474
-0.4817
-0.5149
-0.4785
-0.4558
-0.4335
-0.4593

One way to quantify the output of the climate models is to look at the strength of the dipoles. We
study the strength of the two major dipoles NAO and SOI in selected model simulations. From the
several cluster pairs declared as dipoles our goal is to identify NAO and SOI. Hence, for every model
simulation, we created a static index based on the grid points over Iceland and the Azores for NAO
and over Tahiti and Darwin for SOI as per the way they are defined. After that, we picked up the
dipole cluster pair that had the highest correlation with the static index for the two static indices
and labeled them as NAO/SOI respectively. Tables 3 and 4 show the strength of the NAO dipole in
the various models in the hindcast and forecast modes. The table shows that all models reproduce
a NAO in hindcast mode, and the dipole strength in NAO forecast mode stays within the range of
the hindcasts. Tables 5 and 6 show the strength of the SOI dipole in the hindcast and the forecast
models respectively. The Table has only 3 columns as SOI as our algorithm detects SOI in only
3 of the 6 models. This result is consistent with the findings that models differ in their capability
to represent different climate indices [14],[13]. The ability to construct detailed spatio-temporal
characteristics of dipoles in simulation data can provide great insights on which models will perform
better regionally and can be of huge benefit to the modeling community. In the following we discuss
global dipole structure of two of the models as shown in Fig . 9.
Fig. 9 shows the dipole connections for hindcast period 1968-1987 for GFDL2.1 and BCM2.0,
respectively using a threshold of -0.2 to show the edges. GFDL2.1 shows strong SOI connections
from the west Pacific warm pool in the center right of the figure toward the right end of the figure
and then showing up again at the far left to make a connection to the equatorial central and eastern
Pacific. The AAO in the south Pacific and the Antarctic Circumpolar Current across the Southern
Ocean are also well defined. In the north, PNA in the top left and NAO and AO in the top center
can be detected. WP is seen in the top right over the west Pacific. The BCM2.0 simulation shows
a strong pattern over Africa and over the Indian Ocean to the right (IOD) that is visible but weaker
in the NCEP reanalysis (Fig. 5). The pattern in the north roughly resembles PNA, NAO, AO, and
WP in GFDL 2.1, and the pattern in the south show a weaker Antarctic Circumpolar Current.
Shukla et. al[17] suggested that the SOI might not necessarily persist in a much warmer climate
and instead change to a permanent state in which the SOI dipole is in a locked phase. This permanent
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Table 4. Strength of the NAO dipole in Forecast data scenario A1B
Network
1
2
3
4
5

Start year
2000
2020
2040
2060
2080

CCCMA
-0.4525
-0.4603
-0.5308
-0.4542
-0.4921

GISS
-0.405
-0.4152
-0.4611
-0.461
-0.4

Table 5. Strength of the SOI
dipole in the 20 year networks in
hindcast data
Net
1
2
3
4
5
6
7

Year
1948
1953
1958
1963
1968
1973
1978

CSIRO
-0.5421
-0.5122
-0.6208
-0.568
-0.3826
-0.3296
-0.3638

GFDL
-0.443
-0.4603
-0.5091
-0.5132
-0.5482
-0.5021
-0.5186

CSIRO
-0.3529
-0.4253
-0.348
-0.3913
-0.4195

GFDL
-0.2753
-0.5108
-0.4883
-0.443
-0.3488

BCM2.0
-0.5141
-0.5444
-0.5614
-0.4493
-0.5332

HadCM3
-0.3844
-0.4557
-0.4874
-0.538
-0.4047

Table 6. Strength of the SOI
dipole in projection data in scenario A1B

HadCM3
-0.2651
-0.2835
-0.3055
-0.3172
-0.4233
-0.4671
-0.3187

Net
1
2
3
4
5

Year
2000
2020
2040
2060
2080

CSIRO
-0.3401
-0.3559
-0.3181
-0.3338
-0.2856

GFDL
-0.5856
-0.5412
-0.3303
-0.4015
-0.3563

HadCM3
-0.302
-0.3278
-0.4237
-0.3598
-0.385

so called El Niño condition produces higher SLP in the eastern Pacific and lower in the western Pacific
in a warmer climate based on regional terrestrial paleo-climatic data and general circulation model
studies. Our results on the forecast mode show a trend toward reduced SOI strength for the climate
models (Table. 6). Further, from the fig 10 we can see the reduced activity of dipoles in the tropics
as represented by much less connections than in the results for the present time (Fig.9), e.g. dipoles
over Africa and equatorial South America in the centers of Fig. 10 are reduced in the forecast
scenario. On the other hand, dipole structures over the mid-latitudes and Arctic regions in the
upper and lower parts of these figures are enhanced indicating the stronger dipole activity in these
regions. For NAO, our results show that forecast models capture NAO characteristics for the next
century. Knowledge like this can inform the climate modeling community about the shortcomings
of the models.
5. Discussion and Conclusion
In this paper, we presented a novel systematic shared nearest neighbor based approach to find
dipoles in global climate data. The approach is able to find dipoles as accurately as presented in
[12] with far fewer parameters and candidate dipoles generated. Furthermore, we can study the
interconnections between dipoles and show possible interactions between atmospheric oscillations.
Knowledge of these interactions is particularly important for predicting climate extreme events. For
example, while the cold winter over Europe in 2010 could be largely explained by NAO and other
local indices [5], the cold winter over North America at the same time is largely due to a combination
of NAO and ENSO [7], thus knowledge of patterns that span multiple dipoles can be useful. Using
this approach we can study the changes in their dynamics and structure in a much more systematic
manner.
Further, our approach gives us an alternative method to measure climate model performance.
Since the dipoles or teleconnections define the heartbeat of a climate system, we can measure how well
the dipoles are represented in the different model simulations. From our preliminary investigation,
we see that different models vary in their ability to capture dipoles. Indeed, some models seem
to miss some dipoles completely. Climate predictions so far mostly rely on taking averages of the
models and since dipoles are prevalent and important in climate data as they are known to be linked
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to climate variability across the globe, this result is very important in assessing the goodness of
a climate model and the value of making regional predictions from the model. Further, this can
provide insights into the creation of ensembles of the various models for further climate predictions.
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circulation during north atlantic-european winter: the influence of enso. Climate Dynamics, pages 1–17, 2010.
L. Goddard and N. Graham. Importance of the Indian Ocean for simulating rainfall anomalies over eastern and
southern Africa. Journal of Geophysical Research, 104(D16):19099, 1999.
A. Hinneburg and H. Gabriel. Denclue 2.0: Fast clustering based on kernel density estimation. Advances in
Intelligent Data Analysis VII, pages 70–80, 2007.
R. Jarvis and E. Patrick. Clustering using a similarity measure based on shared near neighbors. IEEE Transactions
on Computers, pages 1025–1034, 1973.
E. Kalnay and et al. The ncep/ncar 40-year reanalysis project. Bull. Amer. Meteor. Soc., 77:437–471, 1996.
J. Kawale, M. Steinbach, and V. Kumar. Discovering dynamic dipoles in climate data. In SIAM International
Conference on Data mining, SDM. SIAM, 2011.
J. Leloup, M. Lengaigne, and J.-P. Boulanger. Twentieth century enso characteristics in the ipcc database.
Climate Dynamics, 30:277–291, 2008.
J. Lin. Interdecadal variability of ENSO in 21 IPCC AR4 coupled GCMs. Geophys. Res. Lett, 34:L12702, 2007.
I. P. on Climate Change. Fourth Assessment Report: Climate Change 2007: The AR4 Synthesis Report. Geneva:
IPCC, 2007.
C. L. Pekeris. Atmospheric oscillations. Proceedings of the Royal Society of London. Series A, Mathematical and
Physical Sciences, 158(895), 1937.
S. Shukla, M. Chandler, D. Rind, L. Sohl, J. Jonas, and J. Lerner. Teleconnections in a warmer climate: the
pliocene perspective. Climate Dynamics, pages 1–19, 2011.
M. Steinbach, P. Tan, V. Kumar, S. Klooster, and C. Potter. Discovery of climate indices using clustering. In
Proceedings of the ninth ACM SIGKDD international conference on Knowledge discovery and data mining,
pages 446–455. ACM, 2003.
M. Steinbach, P. Tan, V. Kumar, C. Potter, S. Klooster, and A. Torregrosa. Clustering earth science data: Goals,
issues and results. In Proc. of the Fourth KDD Workshop on Mining Scientific Datasets. Citeseer, 2001.
M. Steinbach, P. Tan, V. Kumar, C. Potter, S. Klooster, and A. Torregrosa. Data mining for the discovery of
ocean climate indices. In Proc of the Fifth Workshop on Scientific Data Mining. Citeseer, 2002.
K. Steinhaeuser, N. Chawla, and A. Ganguly. An exploration of climate data using complex networks. In Proceedings of the Third International Workshop on Knowledge Discovery from Sensor Data, pages 23–31. ACM,
2009.
A. Tsonis, K. Swanson, and P. Roebber. What do networks have to do with climate? Bulletin of the American
Meteorological Society, 87(5):585–595, 2006.
H. van Loon and J. C. Rogers. The seesaw in winter temperatures between greenland and northern europe. part
i: General description. Monthly Weather Review, 106(3):296–310, 1978.
G. A. Vecchi and A. T. Wittenberg. El niño and our future climate: where do we stand? Wiley Interdisciplinary
Reviews: Climate Change, 1(2):260–270, 2010.
H. Von Storch and F. Zwiers. Statistical analysis in climate research. Cambridge Univ Pr, 2002.
G. Walker. Correlation in seasonal variations of weather, viii. a preliminary study of world weather. Memoirs of
the India Meteorological Department, 24(4):75–131, 1923.
G. Walker. Correlation in seasonal variations of weather, ix. a preliminary study of world weather. Memoirs of
the India Meteorological Department, 24:275–332, 1924.
15

